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Research Themes and Projects 
The Naval Postgraduate School (NPS) is bringing together faculty and students focused on 
artificial intelligence uses, with the goal of integrating AI into naval activities, progressing 
technology across different fields, promoting the development of trustworthy AI solutions, 
and providing education on their deployment. Below are highlights of facility and student 

contributions. 
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Research in Artificial Intelligence for Wargaming 
Harnessing Hierarchical Reinforcement Learning for Military Wargaming 
LtCol Scotty Black 
The focus of this research is on gaining a competitive advantage in future settings where 
adversaries possess sophisticated technology, highlighting the urgency of accelerating artificial 
intelligence (AI) research and its development within the domain of wargaming. Leveraging 
machine learning to improve the building of combat strategies is critical to eventually exceed 
human level performance in this arena—enhancing the speed and efficiency of our strategic 
decision-making in possible conflict situations. While deep reinforcement learning (RL) has shown 
encouraging results in developing smart gameplay tactics, it yet falls short when it comes to expert 
human levels for protracted and intricate tasks typical of combat simulations. Our research aims at 
harnessing the significant potential of RL, combined with the breakthroughs in hierarchical 
reinforcement learning (HRL), to extend HRL applications towards creating sophisticated agents 
that can perform effectively in complex, wide-ranging simulation landscapes. Our ultimate objective 
is to create an agent that can perform at a level surpassing human capacity, which could serve as an 
AI adviser to military strategists and decision-makers. This paper presents our current approach 
and the initial three out of five principal research areas aimed at conquering the computational 
obstacles that impede AI integration in combat simulations establishing a training structure and 
agent framework employing HRL for military forces; devising a flexible model architecture for the 
decision-making procedures of agents; generating dimension-independent observation 
abstractions for state space to mitigate complexity growth; constructing an intrinsic motivation 
system to enable long-term strategic vision; and incorporating these elements within an advanced 
combat simulation environment. This initiative is part of the Department of Defense's larger call to 
increase AI competencies for addressing complex and vast military challenges and to support 
wargaming endeavors that serve conceptual, educational, and evaluative functions. 

 
Reinforcement Learning in Wargames 
Dr. Chris Darken 

A conference paper presented at the 2020 IEEE Conference on Games. 
The central theme of the paper revolves around the application of 
reinforcement learning (RL) in the realm of wargames. Specifically, it 
explores how RL can be utilized to train artificial intelligence agents to 
exhibit optimal offensive behavior in military simulations. The research 
findings presented in the paper highlight the significant impact of the 
combat model and the RL algorithm on the training performance of 
these AI agents. It was observed that certain hyper-parameters played a 
crucial role in influencing the behaviors exhibited by the agents during 
the simulations. Looking ahead, the paper underscores the need for 

further research in this area. The authors advocate for additional studies to validate the 
performance of RL in more complex combat scenarios, thereby paving the way for advancements in 
the use of AI in military simulations. This narrative combines the key points from the conference 
paper and provides a comprehensive overview of the research conducted. 
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Naval Postgraduate School Large Language Models 
Research 
Large Language Generative Artificial Intelligence and Homeland Security 
Program Applications 
James Greenshields 

This forward-thinking study explores the application of large language 
model (LLM) generative artificial intelligence (AI) into homeland 
security programs, investigating their potential to enhance adaptability 
and responsiveness to complex challenges. This research assesses the 
effectiveness of LLM through a literature review, thematic analysis, and 
practical planning and exercise development experiments within a 
fictional training jurisdiction. Graded rubric criteria, informed through 
standards and best practices, categorized LLM output effectiveness. 
Results indicate that while LLMs offer support, particularly in exercise 
design, their application is contingent upon the quality of prompt 

development, training data, and situational human input. The study advocates for a cautious 
adoption strategy, highlighting the importance of ethical considerations, continuous evaluation, and 
decomposing complex tasks to optimize LLM output. Recommendations include leveraging AI for 
data-intensive tasks, defining a human-AI collaboration to enhance decision-making and creativity, 
and using a newly developed Deliberative Implementation Framework for LLM AI to navigate the 
policy complexities of AI program integration. This work elucidates the nuanced interplay between 
AI and human capabilities within homeland security, providing a perspective on AI’s potential to 
transform and enhance programs while cautioning against over-reliance on technology at the 
expense of human judgment. 

 
Assessing DOD Confidence and Bias in AI/LLM Authored Evaluation 
Factors 
Steven Hedgepeth 
Artificial intelligence (AI)/Large Language Models (LLMs) have shown promise in various tasks, but 
their use in authoring source selection evaluation factors in the Department of Defense (DOD) is not 
well studied. Understanding the effectiveness of AI-authored evaluation factors is crucial for 
reliable decision-making. The integration of LLM technology in the DOD aligns with the rise of AI. 
This exploratory analysis investigated DOD acquisition professionals’ confidence in and bias toward 
AI-authored evaluation factors. Surveys at George Mason University (GMU) and Naval Postgraduate 
School presented professionals with requirements documentation and human or AI-generated 
evaluation factors. Due to statistically significant differences between the surveys, only the GMU 
data was relied on. Statistical and qualitative analyses evaluated variations in confidence ratings 
across different participant groupings and authorship disclosure. Results reveal reduced confidence 
and slight algorithm aversion to AI-authored factors versus human-authored, especially among 
older professionals. Despite limitations including sampling constraints, notable discrepancies 
emerge in perceptions of AI versus human outputs. Recommendations include the development of 
an AI guide to aid responsible use of AI in acquisitions. Further research with larger, varied samples 
and various AI tools is needed. This initial work advances AI integration policy discussions and 
public trust in defense acquisitions. 
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Predicting the Authenticity of Code-Switched Text Generated by a Large 
Language Model 
Chace Morris 
Japan is a crucial partner in the U.S. Navy’s effort to remain the premier naval force in an 
increasingly contested Indo-Pacific region. However, in the current era of generative technologies, 
like the large language model (LLM) Chat Generative Pre-Trained Transformer (ChatGPT), 
malevolent actors worldwide now possess an unprecedented capability to generate text-based 
synthetic media able to sow disarray among allies. Consequently, alliances between the United 
States and its non-English speaking allies, like Japan, can be tested by text-based deepfakes seeking 
to reinforce their credibility by using the native languages of both countries; fabricated bilingual 
diplomatic statements, military communiqués, or news articles all possess the potential to upend 
U.S. global partnerships. Employing the tools of natural language processing (NLP), our research 
seeks to examine whether we can detect if bilingual text—that which may be created to undermine 
the relationship between the U.S. and Japan—is “authentic” (that is, human-made) or “inauthentic” 
(that is, generated by an LLM, namely ChatGPT). We achieved 96% accuracy in our limited trials 
using logistic regression, with similar results for support vector machine (SVM), k-nearest neighbor 
(KNN), and naive Bayes models, with each model presenting slightly different misclassifications. 

 
Improving Clarity and Accessibility in Public Procurement Documents: 
an AI–Powered Approach to Plain Writing Compliance 
Mayra Hernandez 
This research addressed the pervasive issue of complex and unclear communication in Department 
of Defense procurement processes, which hinders transparency and poses a barrier to entry in 
public sector markets. Utilizing a two-phase approach, this research sought to enhance public 
procurement communications and align them with the Plain Writing Act. Phase 1 utilized text 
analysis software and artificial intelligence (AI) tools to refine procurement documents, focusing on 
clarity and adherence to Plain Writing Principles. The analysis revealed substantial variations in 
complexity and readability levels, with most original documents not easily understood by the 
general public. AI-Refined versions effectively improved readability and comprehension, 
demonstrating AI’s potential to simplify complex language and enhance document accessibility. 
Phase 2 assessed stakeholder perceptions of Original, AI-Refined, and AI/Human-Refined 
documents through surveys. A key finding was the universal preference for AI-enhanced versions 
over original documents. Purely AI-driven revisions were perceived as more effective and better 
aligned with plain writing standards than those involving human collaboration. Overall, the 
research highlights AI’s potential as an innovative approach to improve the clarity and effectiveness 
of public procurement communications, making complex information more understandable and 
accessible to a broader audience. 

 
Enhancing Systems Engineering Workflow with Large Language Models 
Dr. Ray Malachy 
Early assessment of costs and timelines for agile software endeavors is crucial to set the 
groundwork for budgetary and scheduling benchmarks, which are necessary for selecting 
competitive offers. However, in the context of the Department of Defense (DoD), methodologies like 
story points and user stories, typical of agile measurements, are not viable for preliminary 
estimates as they're usually identified post contract award. This research introduces an array of 
models for forecasting effort and time allocation for agile ventures, utilizing a measure of size 
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obtainable ahead of proposal analysis, drawn from data across 36 DoD agile projects. The findings 
indicate that initial software requirements, encompassing both functions and external interfaces, 
serve as a reliable size metric for the early prediction of labor and project duration in agile 
frameworks. The precision of these models is further enhanced by incorporating factors such as 
application domain categories and maximal staffing levels. 

 
Gaming The System: Using Digital Training Games To Enhance Decision- 
Making 
Emily L. Moore 
Computer games provide digital training tools; however, their effectiveness requires well-defined 
learning objectives and realistic scenario development. This thesis addresses how digital training 
tool Threat Identification Decision Environment (TIDE) could be used to enhance the decision 
making of combat watch standers. United States Navy Information Warfare, Surface Warfare, and 
Aviation officers at the Naval Postgraduate School played different scenarios provided by the game 
TIDE. Their performance was evaluated by the game following each scenario providing scores. 
Score data was assessed for effectiveness of the game in providing training. Through surveys 
addressing player experience, users deemed it effective training. TIDE is a tool that could be used 
for developing trained and ready sailors for fleet operations using reusable and deployment ready 
toolsets meeting the Ready, Relevant Learning requirements. 
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Artificial Intelligence Computational Learning Research 
Innovative Contributions 
Dr Mathias Kölsch 
NPS offers a 3-day in-person course on “Leading Data and AI-Enabled Organizations,” for flag and 
general officers and DoD SES civilians. The program, provided on behalf of the Chief Digital and 
Artificial Intelligence Office (CDAO), covers foundational and transformative subjects in Data, 
Artificial Intelligence, and Machine Learning. It draws from the knowledge of scholars and 
professionals in the industry, Service members who play crucial roles in the AI workforce and its 
implementation, and experts from the Defense Innovation Unit Silicon Valley. Utilizing Commercial 
Off-The-Shelf (COTS) capabilities for low-cost computer vision on mobile platforms. 

 
Collaboration and Accountability in Algorithmic Decision-Making 
Dr Josh Kroll 

His research examines the collaboration required among computer 
scientists, legislators, and policymakers to tackle the issues and 
possibilities that arise from algorithmic decision-making. It stresses 
the significance of responsibility and procedural consistency in 
computer systems and offers suggestions for both computer 
scientists and legislators/policymakers. The document also 
investigates the role of technical tools such as cryptographic 

commitments, zero-knowledge proofs, and fair random choices to guarantee responsibility and 
fairness in decision-making processes. It points out the shortcomings of transparency alone and the 
risk of bias in algorithms. The document ends by urging the redesign of computational processes to 
achieve responsibility and nondiscrimination. 

 
Assessment And Governance Of Artificial Intelligence And Computing 
Systems 
Dr Josh Kroll 
The research states the aim of exploring the features and outcomes of different approaches to 
evaluate and regulate computing systems in areas such as responsible AI, privacy, cybersecurity, 
and system safety. 

 
The adjustment of successful tools and practices for sociotechnical control: The document explains 
the research goal of adjusting the best techniques from current domains to see if they can enhance 
or verify the regulation of new computing systems, such as AI systems that must follow legal or 
ethical norms. 

 
Enhancing The Reliability of Deep Neural Networks with Bayesian 
Methods 
Dr. Patrick McClure 
This research examines the usefulness of Bayesian Deep Neural Networks (DNNs) in making DNNs 
more reliable by estimating uncertainty accurately. DNNs are often used for critical decision- 
making tasks, but they may not always be dependable. Bayesian probability methods can address 
this problem by learning distributions of DNNs, instead of single estimates. This enables Bayesian 
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DNNs to account for both aleatoric and epistemic uncertainty and provide a measure of model 
confidence. The practical applications of Bayesian DNNs are many, including improved 
performance in continual learning, distributed learning, and anomaly detection. The talk will show 
the benefits of Bayesian DNNs using neuroimaging examples, such as disease diagnosis from brain 
scans. 

 
Leveraging Artificial Intelligence to Improve Development of Non- 
Emergency Leadership Skills in the Fire Service 
Caleb D. Freeman 
The U.S. fire service faces the formidable challenge of overcoming deficiencies in leadership skills in 
non-emergency situations. This thesis investigates the potential of artificial intelligence (AI) to 
revolutionize simulation training that improves leadership development. It confronts the pressing 
need for innovative training methodologies that go beyond traditional approaches, proposing a 
novel integration of evidence-based leadership frameworks with cutting-edge AI technologies. The 
findings recommend Scott’s integrative problem-based learning (PBL)/action learning (AL) 
framework alongside AI to create a promising pathway to more dynamic, interactive, and realistic 
training experiences. The research highlights a transformative approach that could redefine 
leadership training, recommending the adoption of AI-enhanced simulations to achieve improved 
leadership outcomes. These simulations aim to develop crucial leadership competencies, offering a 
forward-looking solution to address current inadequacies. The recommendations shed light on the 
untapped potential of AI in leadership development and set the stage for a new era in fire service 
training. The future of U.S. fire service leadership development lies in collaborative cooperation by 
industry leaders to exploit the intersection of technology and training delivery. 

 
Improving Clarity and Accessibility in Public Procurement Documents: 
an AI–powered approach to Plain Writing Compliance 
Mayra Hernandez, Chace Morris 
This research addressed the pervasive issue of complex and unclear communication in Department 
of Defense procurement processes, which hinders transparency and poses a barrier to entry in 
public sector markets. Utilizing a two-phase approach, this research sought to enhance public 
procurement communications and align them with the Plain Writing Act. Phase 1 utilized text 
analysis software and artificial intelligence (AI) tools to refine procurement documents, focusing on 
clarity and adherence to Plain Writing Principles. The analysis revealed substantial variations in 
complexity and readability levels, with most original documents not easily understood by the 
public. AI Refined versions effectively improved readability and comprehension, demonstrating AI’s 
potential to simplify complex language and enhance document accessibility. 

 
Phase 2 assessed stakeholder perceptions of Original, AI-Refined, and AI/Human Refined 
documents through surveys. A key finding was the universal preference for AI enhanced versions 
over original documents. Purely AI-driven revisions were perceived as more effective and better 
aligned with plain writing standards than those involving human collaboration. Overall, the 
research highlights AI’s potential as an innovative approach to improve the clarity and effectiveness 
of public procurement communications, making complex information more understandable and 
accessible to a broader audience. 
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Accelerating Computational Learning 
Dr. David L. Alderson 
The study outlines the rationale and blueprint for foundational computational courses targeted at 
mid-career individuals aspiring to enter the field of data science and analytics with minimal or no 
programming experience. Specifically, the research illustrates how leveraging contemporary 
interactive computing environments can enhance our students' learning experiences both in the 
classroom and during independent study. The work underscores the necessity of structuring 
engagement with course content in a way that not only teaches students computational thinking 
but also practical computational skills. David delineates the computation courses currently on offer 
at the Naval Postgraduate School and discusses their ongoing development to meet the growing 
demands of both civilian and military workforce members. 

 
Machine Learning of Semi-Autonomous Intelligent Mesh Networks 
Operation Expertise 
Dr. Alex Bordetsky 

Operating networks in very dynamic environments makes network 
management both complex and difficult. It remains an open question 
how mesh or hastily formed networks with many nodes could be 
managed efficiently. Considering the various constraints such as 
limited communication channels on network management in 
dynamic environments, the need for semi-autonomous or 
autonomous networks is evident. Exploitation of machine learning 

techniques could be a way to solve this network management challenge. However, the need for 
large training datasets and the infrequency of network management events makes it uncertain 
whether this approach is effective for highly dynamic networks and networks operating in 
unfriendly conditions, such as tactical military networks. This paper examines the feasibility of this 
approach by analyzing a recorded dataset of a mesh network experiment in a highly dynamic, 
austere military environment and derives conclusions for the design of future mesh networks and 
their network management systems. 

 
Virtualization of System of Systems Test and Evaluation 
Seth Gibson 
Virtualization is the use of a software application to emulate the physical performance of a 
computer, including the Central Processing Unit (CPU), storage, network device, Random Access 
Memory (RAM), and Operating System (OS) through executable data files. The virtualization 
software application allows for multiple virtual machines to exist on a single set of physical 
hardware. This technology can increase the flexibility of the hardware while reducing hardware 
configuration time. Virtualization technology will improve the Department of Defense (DoD) system 
of systems (SoS) Test and Evaluation (T and E) process. The implementation of virtualized systems 
within SoS will create three primary benefits. First, test personnel can improve configuration 
management for all component systems. Second, test personnel can reduce test environment setup 
time. Third, test personnel can improve the scalability of SoS architectures. The success of a DoD 
information system depends on its ability to meet the established criteria of cost, schedule, and 
performance. By appropriately integrating virtualization technology into the SoS T and E process, 
system program managers can improve the likelihood of meeting these criteria. 
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State of the Art Neural Network Architectures in Remote Sensing 
Madina N Petashvili 
Integrating tropical storm detection into the United States Navy's operations is vital for improving 
readiness and safety. This study explores the efficacy of state-of-the-art machine learning models in 
producing accurate tropical cyclone observations that can be used for scientific applications. It 
demonstrates that Deep and Convolutional Neural Networks, along with Bayesian Deep Learning, 
can effectively transform infrared data inputs of the Advanced Baseline Imager into synthetic 
microwave data observations of the Global Precipitation Measurement Microwave Imager. The 
research addresses reduction of the uncertainties in remote sensing data to ensure accurate 
forecasts. Findings include a comparison of Bayesian methods, an uncertainty analysis, and a model 
performance evaluation. The study emphasizes the need for refined hyperparameter tuning, 
particularly regarding regularization coefficients, to enhance learning without over-penalization. 
Although initial results are promising, further methodological refinements could lead to more 
accurate and robust forecasting models. The importance of ongoing support for meteorological 
research and space exploration to improve the Navy's disaster response capabilities is underscored. 

 
Leveraging Big Data and Machine Learning to Identify and Forecast 
Factors that Influence the War in Ukraine 
Benjamin Polzin 
Military analysts often rely on publicly available information from traditional news platforms and 
social media to gain insight on the development of international events of interest. Relying too 
heavily on English language sources can be detrimental to the quality of analysis, however, 
particularly if focusing on non-Western actors. Examining the ongoing war between Russia and 
Ukraine, it is hard to quickly aggregate publicly available information in Ukrainian, Russian, 
Persian, and other non-English languages. The Global Database of Events, Language, and Tone 
(GDELT) offers a potential solution, as it monitors the world’s news media in over 100 languages 
from every country in the world, with 65 languages being automatically translated into English. 
While the GDELT data collection is openly available, its size and complexity present a significant 
challenge in collecting, parsing, and scrubbing relevant data. This study aims to leverage the GDELT 
dataset to forecast important factors and actors influencing the war in Ukraine and will use 
extracted data and machine learning techniques to develop predictive models. 
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Naval Postgraduate School Research on Artificial 
Intelligence Policy and Ethics 
The Ethical and Operational Implications of Cyberwarfare 
Dr. Neil Rowe 
The use of cyberwarfare presents profound ethical challenges that must be addressed through 
comprehensive policymaking. Due to the unique nature of cyberweapons, unlike conventional ones, 
there is a lack of public understanding about their potential which can lead to polarized ethical 
opinions concerning their deployment. The inherent difficulty in targeting cyberweapons 
accurately, owing to the interconnectedness of digital systems, poses significant risks of unintended 
harm to civilian infrastructure—a consequence akin to collateral damage seen in traditional 
warfare. Assessing the extent of damage from cyber-attacks is complicated because it typically 
remains concealed within data networks, often prompting aggressors to launch overly extensive 
attacks to ensure substantive impact. Recovery from such strikes can prove daunting, particularly 
for nations with limited technological resources. Given these complexities, certain cyberwarfare 
operations could be deemed as war crimes. Additionally, investment in cyberwarfare tools might 
not yield long-term benefits as these weapons swiftly become obsolete post-utilization due to loss 
of the surprise factor, casting doubts on their cost-effectiveness. 

 
Analyzing Attacks on Client-Side Honeypots from Representative 
Malicious Web Sites 
Dr. Neil Rowe 
There is a rising trend of cyberattacks that focus on end users rather than servers. In this research, 
we investigate the performance of the Thug honey client tool in identifying rogue or harmful 
servers that clandestinely trigger the download of dangerous files to user systems, as well as its 
ability to classify these exploits. We examined Thug's effectiveness in recognizing different methods 
of exploit delivery under varied conditions. Our results indicate a low prevalence of malicious 
findings, at 5.6%, across a random selection of Internet domains. However, upon inspecting a 
blacklist of 83,667 suspect URLs, Thug identified 163 unique malware instances. This underscores 
the significance of utilizing client-side honeypots to identify and analyze threats arising from 
malignant web entities. 

 
Beyond the Binary: Evaluating the Complexities of AI Regulation in the 
U.S. 
Samuel Duchac 
This thesis explores the potential complex interactions between artificial intelligence (AI) and 
democracy, highlighting the need for the ethical use of AI and strong regulation to address possible 
adverse consequences for society and democracy. The research employs a comparative analytical 
framework, examining legislative texts, policy papers, and cultural studies literature to compare 
the United States (U.S.) and the European Union (EU). The thesis asserts that the EU’s approach is a 
beneficial template for the U.S. in constructing an AI regulatory framework at the federal level. An 
ideal framework should include ethical protections, encourage openness, and facilitate innovation, 
all while cultivating public confidence and promoting international cooperation on AI governance 
principles. The thesis argues that by conforming to international norms and recognizing culture’s 
impact on policy, the U.S. may improve its ethical practices in the AI field and maintain its position 
as a worldwide leader in technology. 
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The Role of Artificial Intelligence in Modern Military Applications: 
Current State and Future prospects 
Dr Brij Agarwal 

Mr. Agarwal research focuses on the emergence of artificial intelligence 
(AI) has significantly impacted the modern world, aligning with the 
advent of the 4th industrial revolution and particularly in the realm of 
defense. AI in military settings surpasses traditional systems in 
efficiently processing voluminous data. It endows combat systems with 
higher degrees of autonomy, self-regulation, and independent 
activation due to its inherent computational prowess and decision- 
making functions. AI’s role spans across diverse military applications, 
and the dedicated research and development efforts by defense 
research bodies are anticipated to bolster the demand for AI systems in 

defense sectors. This essay will delve into various AI implementations within military contexts, 
examining their functionality, potential benefits, and the destructive consequences that could arise 
amidst instability. The narrative addresses the current state and prospects of AI algorithm 
advancements, focusing on military utilities. Key themes include the seven patterns of AI, AI 
algorithm integration in defense mechanisms, object recognition, military logistics management, 
robotics, the global disturbance triggered by AI deployment, and the elevated risks in nuclear 
domains. The discussion extends to prospective developments in AI algorithm technology, with a 
particular emphasis on military strategies. 

 
 

Military Exploration of Artificial Intelligence Applications 
Optimizing Naval Movement using Deep Reinforcement Learning 
Dr. Chris Darken, Dr. Armon Barton 
In a rapidly evolving maritime warfare landscape, the U.S. Navy and its allies require their crews to 
quickly identify optimal strategies for vessel engagements to ensure freedom of the seas. This 
necessity becomes more pronounced given the potential grave consequences of sub-optimal 
maneuvers, as illustrated by the cases of the USS John McCain and USS Fitzgerald. Recent 
advancements in Machine Learning (ML) and Artificial Intelligence (AI) offer a promising solution. 
There have been significant strides in implementing AI to outperform human experts in complex 
games such as Chess, Poker, and StarCraft, which now have the potential to also benefit real-time 
decision-making and wargaming in the naval domain. This study explores the potential for 
Reinforcement Learning (RL) techniques to be applied to naval contexts, which could provide 
valuable decision support tools to ship captains and their staff by suggesting optimal movement 
strategies in complex maritime scenarios. In this study, exemplar naval scenarios were designed 
and modeled within a combat simulation environment, AI agents (consisting of a mix of rule-based, 
method-based, and value-based approaches) were designed, and the performances of these agents 
were evaluated and compared. The aim was to assess the agents’ ability to identify optimal 
movements against a rule-based adversary, while also comparing these performances against 
human-level play. The insights drawn from this study contribute to ongoing research aimed at 
developing effective decision aids for ship captains in real-world operations. 
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Multi-Label Classification of Underwater Soundscapes Using Deep 
Convolutional Neural Networks 
Andrew M Pfau 
The detection and classification of passive sonar acoustics is a challenging problem faced by 
surface, subsurface, and naval air assets. The potential benefit of machine learning systems to assist 
in this task is appealing. However, little work has been conducted to develop and test machine 
learning models for this type of data or task. This thesis presents a custom convolutional neural 
network (CNN) model designed specifically for underwater acoustic classification. This model is 
compared to several common CNN architectures on two datasets of hydrophone recordings of 
passing ships. These datasets are some of the largest datasets of ship recordings used for training 
CNNs to date, composed of over 4,000 hours of recordings and hundreds of unique ships. This 
thesis's main contribution is in demonstrating multi-label classification on underwater ship 
acoustics where the proposed model achieved an average micro-F1 score of 0.97. The custom CNN 
shows marked improvement in performance over standard models in both multi-class and multi- 
label classification tasks. This work also presents research into the inclusion of synthetic ship 
sounds and their potential use in training classification models. This thesis demonstrates the 
capability of machine learning models to enhance human and unmanned systems operating in the 
undersea domain. 

 
Simulated Laser Weapon System Decision Support To Combat Drone 
Swarms With Machine Learning 
Daniel M. Edward 

This thesis demonstrates an application of machine learning for 
enabling automated decision support to warfighters operating laser 
weapon systems in complex tactical situations. The thesis used the NPS 
Modeling Virtual Environments and Simulation (MOVES) Institute's 
Swarm Commander modeling and simulation software environment to 
develop simulated datasets of wargaming scenarios involving a 
shipboard laser weapon system defending against drone swarm 
threats. The simulated datasets were used to train a machine learning 
algorithm to predict the optimum engagement strategy in a complex 
battlespace with heterogeneous drone swarms. Multiple machine 

learning techniques were evaluated, and the classification tree technique was selected as the 
preferred approach. The final algorithm had an overall accuracy of 96% in correctly predicting 
engagement outcomes based on drone threat types, quantities, and the laser weapon system attack 
strategy. The research results demonstrate (1) the utility of modeling and simulation for supporting 
the development of tactical machine learning applications, (2) the potential for machine learning to 
support future tactical operations, and (3) the potential for machine learning and automation, in 
general, to reduce the cognitive load on future warfighters faced with making critical decisions in 
complex threat environments. 

 
Automated Battle Planning for Combat Models with Maneuver and Fire 
Support 
Dr. Byron Harder 
Production combat models and simulations do not have an automated planning capability for 
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multiple units in a command structure, and they lack tools for forward reasoning about effects such 
as suppression by firepower. These gaps limit modeled battle planning to the speed of meticulous 
human input. We present an architectural framework for automated battle planners, advocating a 
separation-of-duties approach—for example, between maneuver and fires—for the design and 
management of complex planning systems. We then describe a conceptual model for an automated 
fire support planning component, using greedy best-first search in continuous-time plan-space to 
reduce the risk of a given maneuver plan in polynomial time. We present an implementation of this 
component in an architecture conformant to the planning framework. We then describe a 
quantitative and qualitative approach to verification and validation of a planning model and apply it 
to the fire support planner implementation. The results demonstrate that automated fire support 
plans are effective at improving simulated combat results after a reasonable running time and have 
some realistic emergent properties. In addition to the novel planning algorithm, this research 
provides design principles, evaluation techniques, and promising results to guide improvements in 
behavior automation for combat models. 

Collaborative Research on AI/ML Integration in Meteorology and 
Undersea Warfare 
Dr. Marko Orescanin 
This Research on the integration of new artificial intelligence/machine learning (AI/ML) synthetic 
products into Fleet Numerical Meteorology and Oceanography Center (FNMOC) operations. He 
teamed up with Assistant Professor Scott Powell of the meteorology department to form an ongoing 
collaboration with the Naval Research Laboratory’s Marine Meteorology Division in Monterey and 
the University of Maryland’s Cooperative Institute for Satellite Earth System Studies to test out new 
synthetic products with the Navy Environmental Prediction System (NAVDAS). 

 
Mr. Orescanin established of an interdisciplinary research program on the application of AI/ML to 

undersea warfare in cooperation with the NPS’ Undersea Warfare Academic Group, Naval Surface 
Warfare Center Carderock Division, Naval Information Warfare Center Pacific, and the Norwegian 
Defense Research Establishment. The AI/ML technology developed through this research is being 
transitioned into operational use as part of the Future Naval Capabilities program. 

 
Deep Models and Artificial Intelligence for Military Applications: 
Potentials, Theories, Practices, Tools and Risks 
Dr. Zhao, Ying 
With advancements in computer storage capacity and parallel processing, Big Data has become 
omnipresent. Related to big data is Deep Analytics, which includes machine learning (ML), deep 
learning (DL) and artificial intelligence (AI). These methods and tools are abundant in the 
commercial world. However, they may not be appropriate to solve many military problems. Military 
applications require data sources that are distributed, disparate, multi-sourced and real-time and 
are of extremely high rates, high volumes and high varieties. The needs for information sharing and 
agility as well as strict security, likely multi-layers with guarantees of effect in the case of intrusion, 
as well as redundancy to severed resources, across all domains make the problem more complex. 
These problems often require new mathematical approaches to optimization. This symposium 
explores the potential benefits of ML/DL/AI methods and systems to military applications. 
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An Automated Machine Learning Approach for More Efficient Marine 
Crops Recruiter Prospecting 
Andrew Born 
The military recruiting environment is facing significant challenges, making recruitment goals more 
difficult to obtain. Due to these difficulties, the Marine Corps must find new ways to target the right 
demographics effectively. This thesis serves as a proof of concept for recruiting: can we employ 
automated machine learning to accurately prioritize public high schools using publicly available 
data? Current methods by Marine Corps Recruiting Command to prioritize high schools are largely 
unsystematic, potentially leading to inefficient allocation of recruiting resources. This study 
employs Microsoft Azure to demonstrate how we can use automated machine learning to enhance 
the efficiency of recruiting efforts. I find that automated machine learning using publicly available 
data may be an effective tool for predicting which public high schools to prioritize. Additionally, the 
automated machine learning predictions produced more contracts than the Marine Corps’ choices 
of priority schools. I recommend that the Marine Corps and other service branches further explore 
the use of automated machine learning and open-source data to enhance their recruitment 
strategies. Additionally, the key predictive variables identified by the automated machine learning 
model align closely with the criteria used by Recruiting Station leaders. However, the model 
provides a more granular analysis, enabling the identification of subtle patterns and interactions 
between each variable. 
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Optimizing Naval Movement using Deep Reinforcement Learning 
Dr. Chris Darken, Dr. Armon, Barton 
In a rapidly evolving maritime warfare landscape, the U.S. Navy and its allies require their crews to 
quickly identify optimal strategies for vessel engagements to ensure freedom of the seas. This 
necessity becomes more pronounced given the potential grave consequences of sub-optimal 
maneuvers, as illustrated by the cases of the USS John McCain and USS Fitzgerald. Recent 
advancements in Machine Learning (ML) and Artificial Intelligence (AI) offer a promising solution. 
There have been significant strides in implementing AI to outperform human experts in complex 
games such as Chess, Poker, and StarCraft, which now have the potential to also benefit real-time 
decision-making and wargaming in the naval domain. This study explores the potential for 
Reinforcement Learning (RL) techniques to be applied to naval contexts, which could provide 
valuable decision support tools to ship captains and their staff by suggesting optimal movement 
strategies in complex maritime scenarios. In this study, exemplar naval scenarios were designed 
and modeled within a combat simulation environment, AI agents (consisting of a mix of rule-based, 
method-based, and value-based approaches) were designed, and the performances of these agents 
were evaluated and compared. The aim was to assess the agents’ ability to identify optimal 
movements against a rule-based adversary, while also comparing these performances against 
human-level play. The insights drawn from this study contribute to ongoing research aimed at 
developing effective decision aids for ship captains in real-world operations. 

 
Countering Small Unmanned Aircraft Systems With Advanced Data 
Analysis And Machine Learning 
Robert Miske 
In January 2021, the DOD released its first Counter-Small Unmanned Aircraft Systems Strategy to 
address the growing risk to military personnel, facilities, and assets posed by the rapid 
technological advancement and proliferation of sUAS. Existing counter-drone capabilities—heavily 
reliant on electronic warfare to disrupt the communication link between user and device—no 
longer address an evolving threat that includes autonomous drones, COTS technology, and an 
increasing number of drones in the airspace that can overwhelm a C-sUAS operator. To counter the 
increasingly complex small drone threat, the Army-led Joint Counter-sUAS Office is pursuing 
materiel and non-materiel solutions for its new system-of-systems approach. One vexing C-sUAS 
challenge involves radar detection systems discriminating some sUAS from other flying objects, like 
birds, due to their comparable size, slow movement, and low altitude. Inaccurate or inefficient sUAS 
classification using radar data can be a force protection threat due to the limited number of electro- 
optical sensors and human operators for classification at-scale. This thesis uses bird and drone 
radar track data from two different training environments to explore hidden structure in the data, 
develop independent unsupervised and supervised learning models using the two datasets, and 
experiment with data sampling and feature engineering to improve upon model robustness to 
different environments and dynamic environmental conditions. 

 
A Neuro-Symbolic Approach to Language Understanding 
Adam Pease 
In the pursuit of advanced language understanding, the integration of symbolic reasoning with 
neural models presents a promising avenue for AI-driven knowledge representation. The Hybrid 
Neuro-Ontological Language Understanding (HyNOLU) system, developed by Professor Adam 
Pease, aims to bridge the gap between natural language and formal logic by translating text into 
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SUO-KIF, a machine-interpretable ontology language. By leveraging a Seq2Seq transformer model 
alongside preprocessing techniques such as coreference resolution and metaphor handling, 
HyNOLU enhances the accuracy of logical transformations. This structured approach allows 
automated theorem provers to infer new conclusions, resolve contradictions, and ensure 
consistency within regulatory and procedural frameworks. Furthermore, SUMO, the most extensive 
formal public ontology, underpins this system, providing a robust conceptual foundation mapped to 
the entire WordNet lexicon. The significance of this endeavor extends beyond linguistic 
applications, offering potential breakthroughs in search, reasoning, and automated decision- 
making. Understanding the distinction between linguistic expression and conceptual 
representation remains fundamental, as meaning often transcends mere words, relying on implicit 
knowledge and pragmatic context. By refining AI’s capability to process and reason about human 
language, HyNOLU exemplifies a critical step toward more sophisticated and interpretable AI 
systems. For more information please visit, (https://www.ontologyportal.org). 

 
 
 
AI-Enabled Automated Drone Targeting for High Energy Lasers 
Distinguished Professor Brij Agrawal, Dept of Mechanical and Aerospace Engineering   
 
Lasers enable the U.S. Navy to fight at the speed of light. Armed with artificial intelligence (AI), 
ship defensive laser systems can make rapid, accurate targeting assessments necessary for today’s 
complex and fast-paced operating environment where drones have become an increasing threat.  To 
counter the rapidly mounting threats posed by the proliferation of inexpensive uncrewed 
autonomous systems (UAS), or drones, Naval Postgraduate School (NPS) researchers and 
collaborators are applying AI to automate critical parts of the tracking system used by laser weapon 
systems (LWS). By improving target classification, pose estimation, aimpoint selection and 
aimpoint maintenance, the ability of an LWS to assess and neutralize a hostile UAS greatly 
increases.  By automating and accelerating the sequence for targeting drones with an AI-enabled 
LWS, a research team led by NPS, Distinguished Professor Brij Agrawal, of the Department of 
Mechanical and Aerospace Engineering, included Naval Surface Warfare Center Dahlgren 
Division, Lockheed Martin, Boeing and the Air Force Research Laboratory (AFRL) developed an 
approach to have the operator on-the-loop overseeing the tracking system instead of in-the-loop 
manually controlling it. The researchers collected thousands of target images for AI training and 
development of an AI model that automates LWS target classification, pose estimation, aimpoint 
selection and aimpoint maintenance.

http://www.ontologyportal.org/
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